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1. Overview 
 
Backups of stateful HBS are dangerous, as they can lead to reuse of one-time keys.  We need to update 
SP 800-208 to allow stateful HBS implementations to get the same kind of guarantee of continuity of 
operations from 208-compliant systems that are available from implementations of other signature 
schemes.  In this note, we discuss what we believe to be the requirements and constraints for the final 
version of 208 to be usable in a critical system that cannot rely on a handful of HSMs to continue 
functioning for many decades.   
 
The goal of this note is to start a conversation between NIST and industry on how to move forward 
with this standard. 
 

2. Critical requirements 
 
These are some of the critical requirements we think must be met by the final version of 208, in order 
to be practically useful. 
 
Required: 

• Mechanisms to provide the same functionality as backup/restore in a safe way. 
• Provide mechanisms to prevent the accidental reuse of keys. 
• Allow mechanisms that keep control entirely within HSMs. 
• Allow mechanismst that leave control in software outside HSMs. 
• Support for one-level trees to comply with CNSA guidance. 
• Existing implementations continue to be compliant. 
• No change to verification process 

 
Nice to Have: 

• Minimal change to 208 
• Separate control of blocks of keys from knowledge of top-level key 
• Flexibility in the design 
• Proposed mechanisms as a starting point. 

 

3. Our Approach 
 
We propose replacing the idea of restoring from backup (which is dangerous with stateful HBS, and 
which seems very hard to make non-dangerous) with the idea of provisioning an HSM with a block of 



one-time keys.  When an HSM is provisioned with a block of keys, it is authorized to use those one-
time keys, but must keep track of which keys have been used. 
 
Right now, 208 allows provisioning an HSM by having the HSM generate a seed internally and use it 
to construct an LMS or XMSS key.  The root of that key may be signed by a higher-level HSM and the 
resulting signature and related metadata handed back to the HSM to include in future signatures.   
 
Our plan is to allow provisioning of an HSM by import, as well.  This always works in two separate 
stages: 
 

a) First, we import the cryptographic key K, which is used to generate one-time keys using a PRF. 
b) Second, we import an authorization to use a block of signatures. 

 
The cryptographic key is backed up, restored, imported, and exported using the same procedures as are 
used for any other cryptographic key.  There’s not an issue with restoring the same K from backup 
twice, since it does not include any of the state keeping track of which one-time keys have been used. 
 
A block of keys always includes either all one-time keys in the Merkle tree, or a complete subtree, so 
that the same PATH applies to all one-time keys in the block. 
 
The transfer of ownership comes in the form of the import format below, with AUTH defined in 
different versions to allow different ways for the HSM importing the block to be certain that this is 
legitimate.  Some systems might define an AUTH block based on a protocol between the target and 
source HSM, to enforce that everything is done in an HSM.  Others might define an AUTH block in 
other ways, to support some particular backend security system. 
 
We plan to allow two kinds of import: 

• Import a whole tree using a seed and associated data 
• Import a shard (a subtree of a Merkle tree) using a seed and associated data 

 
We expect the transport format for the data structure to look approximately like this: 

• version = 4-byte version identifier 
• type = 4-byte code of block type 
• CPK = public key for full XMSS or LMS key, variable-length byte string 
• PATH = Merkle tree path or hypertree path to this block of keys, variable-length byte string 
• start = 32 bit integer in network byte order 
• end = 32 bit integer in network byte order 
• AUTH = variable-length byte string containing whatever authorization is done 

 
We plan to leave AUTH flexible to allow room for different solutions, but offer some proposed 
mechanisms for AUTH.   
 
To make key-reusing errors less likely, we propose deriving a new PRF key for each block whose 
ownership is transferred in this way.  Specifically, we propose the PRF key be updated approximately 
as follows: 
 
 K[this block] = PRF(K, domain-separator || CPK || PATH || start || end ) 
 



where 
• domain-separator is a value to distinguish this PRF call from all others to avoid collisions 
• CPK, PATH, start, and end are all as defined above 
• PRF is the pseudorandom function recommended in the LMS or XMSS standard. 

 

4. The AUTH block 
 
We expect to specify a small number of options for the AUTH block for interoperability, and the import 
functionality.  
 
We will start by proposing one AUTH block that can be used in a couple different ways for different 
security guarantees: 
 
AUTH1 consists of the fields: 

• R = a random challenge from the target HSM 
• Z = PRF(K, domain-separator || R || all fields of transfer block except AUTH) 

 
The protocol is secure only if the source carefully tracks which blocks it has transferred and never 
transfers the same block twice.  Since a transfer can only be authorized by an entity that already knows 
K, this AUTH block supports enforcing control of block transfers in secure hardware, though it is also 
possible to use this AUTH block and protocol with the control of blocks being managed in software.   
 
There are at least two different protocols for managing keys that can be supported in a straightforward 
way using this AUTH block: 
 

• An interactive protocol where R is randomly chosen by the target HSM, and the source uses R 
to construct a transfer block that is bound to only this value of R. 

• A non-interactive protocol where R is chosen to be some special value to be used for a 
particular transfer—perhaps a timestamp, perhaps a random number generated just for this 
transfer.  R is entered into the target HSM in order to authorize the transfer. 

 
Both of these protocols support using hardware or software to manage the ownership transfers—the 
difference is that the first protocol is interactive, while the second is one-direction only.  Both do 
require that R somehow is checked by the importing HSM for correctness—either that the HSM 
generated R or that R was entered separately as part of the transfer. 
 

5. Key Import, Export, and Generation  
 
The current 208 forbids import and export of HBS keys, since moving around the keys with or without 
the state is dangerous.  We propose to allow import and export of keys, but only when the proper 
protections are enforced. 
 
5.1 Key Generation  
 



Currently, stateful HBS keys are generated internally within an HSM, and then they cannot be 
exported.  We propose changing 208 to allow import and possibly export of K, the top level PRF key 
that is ultimately used to generate one-time signing keys.  We also propose allowing the import and 
export of ownership transfer blocks, as described above.   
  
When an HBS key is generated inside a module, that module will somehow have to either mark the key 
as internal-only (so K cannot be exported and no blocks of keys can move around) or as mobile.  Older 
208-compliant modules only have internal-only keys. 
 
5.2 Exporting Blocks of Keys 
 
A key that is marked as being exportable permits the module to export blocks of keys.  The module 
must ensure that it never transfers a block twice, continues using a block it has transferred, or transfers 
a block with any already-used one-time keys.  Further, it must support whatever protocol is associated 
with the AUTH block and is being used—e.g., it may need to accept a challenge value from the target 
module before constructing the transfer block. 
 
Recall that legal block transfers are always complete trees or subtrees.  We will need to determine what 
restrictions make sense on these transfers, in terms of fixed vs variable size blocks, whether blocks can 
be combined or split once imported, etc.    
 

6. Additional Comments 
 
These proposed changes will not remove the ability to do two-level trees split across HSMs.  Nor will 
they prevent other possible solutions, such as allowing existing HSMs to sign a key update message 
defining a new stateful HBS key to be used.   
  


